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Serving Long-Context LLMs at the Mobile Edge:
Test-Time Reinforcement Learning-Based Model

Caching and Inference Offloading
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Abstract—Large Language Models (LLMs) can perform zero-
shot learning on unseen tasks and few-shot learning on complex
reasoning tasks. However, resource-limited mobile edge networks
struggle to support long-context LLM serving for LLM agents
during multi-round interactions with users. Unlike stateless
computation offloading and static service offloading in edge
computing, optimizing LLM serving at edge servers is challenging
because LLMs continuously learn from context which raises
accuracy, latency, and resource consumption dynamics. In this
paper, we propose a joint model caching and inference offloading
framework that utilizes test-time deep reinforcement learning
(T2DRL) to optimize deployment and execution strategies for
long-context LLM serving. In this framework, we analyze the
performance convergence and design an optimization problem
considering the utilization of context windows in LLMs. Fur-
thermore, the T2DRL algorithm can learn in both the training
phase and the testing phase to proactively manage cached models
and service requests and adapt to context changes and usage
patterns during execution. To further enhance resource allocation
efficiency, we propose a double Dutch auction (DDA) mechanism,
which dynamically aligns the marginal value of an additional
reasoning path with the marginal cost of reasoning services.
Finally, experimental results demonstrate that the T2DRL algo-
rithm can reduce system costs by at least 30% compared to
baselines while guaranteeing the performance of LLM agents in
real-world perception and reasoning tasks.

Index Terms—Mobile edge networks, large language models
(LLMs), deep reinforcement learning (DRL), auction theory.

I. INTRODUCTION

LARGE Language Models (LLMs) [1] have billions of
parameters and demonstrate emerging capability through
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Fig. 1. Serving LLMs to handle inputs and tackle complex tasks using CoT
prompting in mobile edge networks.

pre-training on internet-scale datasets. In mobile edge net-
works, LLMs can empower mobile devices to perceive
environments and plan for future actions, for running LLM
agents on devices and enabling zero-shot learning for unseen
perception tasks and few-shot learning for complex rea-
soning tasks [2], [3]. For instance, LLMs can empower
mobile devices with environmental understanding and reason-
ing capabilities, allowing them to adapt flexibly to changing
conditions [4]. Furthermore, LLMs improve the experience of
user interaction and achieve automation for mobile devices
during the inference process by leveraging the contextual
data derived from environmental perceptions and user inter-
actions. However, optimizing long-context LLM serving in
resource-constrained edge networks remains an open challenge
[5] because existing offloading frameworks in mobile edge
networks cannot accommodate LLMs’ in-context learning
capability.

As illustrated in Fig. 1, resource-intensive tasks such as
LLM serving, i.e., the deployment and inference of LLMs to
perform inference tasks, in mobile edge networks [5], often
need to be offloaded to edge servers (ESs) or cloud data
centers to reduce latency and improve resource utilization
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efficiency [6]. Due to the unique context-aware characteristics
of LLMs that they can learn in-context examples during few-
shot learning [2], LLM serving at ESs is significantly different
from computation and service offloading [7], [8]. Specifically,
computation offloading involves transferring computation-
intensive tasks from local devices to ESs or a cloud data
center [9], which is stateless and independent of previous
computation outcomes or the historical results of the servers.
Similarly, service offloading involves sending user inputs to
ESs to invoke pre-cached services [10], which is static and
remains unchanged across different invocations. As a result,
existing optimization frameworks for computation offloading
and service offloading are no longer effective for optimizing
long-context LLM serving, as they fail to accommodate the
dynamic learning capabilities of LLMs and the need for
service adaptation based on evolving model contexts.

Similar to content and service caching, model caching for
LLMs is an emerging solution for provisioning LLM agents
at ESs [11], [12]. Specifically, LLMs can learn from input
examples and adjust the output by eliciting their reasoning
capability via prompting techniques, such as Chain-of-Thought
(CoT) [13] and Self-Consistent CoT [14] prompting. These
methods improve accuracy, but they also increase resource
consumption and latency. The performance of an LLM agent
is limited not only by the hardware resources available at
edge servers but also by the model’s context window, which is
determined by the architecture. If the generated tokens exceed
this window, the cached model must be evicted; otherwise,
performance declines sharply. To optimize long-context LLM
serving in mobile edge networks, cached models and inference
requests must be actively managed in response to the state
transitions of requests and cached models.

In this paper, we propose a joint model caching and infer-
ence offloading framework for long-context LLM serving in
mobile edge networks, which allows LLMs to adopt various
prompting techniques. In this framework, we formulate the
problem of long-context LLM serving as a mixed-integer
programming problem to minimize the system cost under the
hardware resource constraints and context window constraints.
To evaluate the performance of LLMs theoretically, we analyze
the convergence rate of language ambiguity with respect to
the reasoning paths and steps. To obtain optimal cache and
inference management strategies, we propose a test-time deep
reinforcement learning (T2DRL) algorithm [15], [16] utilizing
test-time training (TTT) models as the actor-critic network that
can learn not only from historical experience during training
but also from real-time interaction during testing. By treating
the hidden state as a learnable model, the TTT model-based
policy can be updated through self-supervised learning during
test time, which overcomes the limited expressive power in
Long Short-Term Memory (LSTM) networks and the quadratic
complexity of attention mechanisms. Building on the T2DRL
optimization results, we cast long-context LLM serving as
a two-sided market and employ a Double Dutch Auction
(DDA) to allocate edge compute and cache efficiently. The
mechanism runs synchronized buyer and seller clocks that post
a common price; requests claim units while their estimated
marginal accuracy gain exceeds the price, and servers release

capacity when their marginal cost is covered. This procedure
aligns supply with demand in real time, clears at a uniform
price, and reduces strategic overhead, which yields low-latency
and cost-effective allocations. It scales across heterogeneous
edge servers and directs additional compute to prompts that
benefit most from multi-path reasoning, thereby improving
social welfare while preserving transparency.

The main contributions can be summarized as follows.
• For long-context LLM serving in mobile edge networks,

we propose a joint model caching and inference offload-
ing framework that adapts to dynamic network conditions
and device capabilities.

• In the framework, we analyze the convergence rate
of LLMs handling contexts with CoT prompting. This
approach enhances the reasoning and planning capability
of LLMs by generating intermediate reasoning thoughts
with additional latency and resources.

• Furthermore, we model a long-term optimization problem
to minimize total system costs in terms of edge inference
cost at ESs and the cloud inference cost of the cloud
data center. We formulate this long-context LLM serving
problem as a Markov decision process (MDP) where
model caching and inference offloading decisions can
affect the transition of states.

• We introduce a Double Dutch Auction mechanism to
allocate LLM services with a uniform price per batch,
supports multi-unit adaptation within the latency budget,
and complements test-time scaling by allocating more
paths exactly when the observed self-consistency signals
indicate larger accuracy gains.

• To achieve a proactive cached model and inference
management, we propose a test-time deep reinforcement
learning algorithm that learns optimal model caching
strategies with a test-time training model-based actor-
critic network. This algorithm can adjust to the dynamic
requests and contexts during the testing phase, balancing
performance with computational efficiency.

The remainder of this paper is organized as follows. Sec-
tion II reviews related work on serving LLMs in mobile
edge networks, caching strategies, and reinforcement learning
approaches. Section III introduces the system model and
problem formulation. Section IV details the proposed T2DRL
algorithm and its optimization process. Section V formalizes
this market and describes the auction dynamics and guarantees.
Section VI presents experimental results and performance
evaluations. Finally, Section VII concludes the paper and
outlines future research directions.

II. RELATED WORK

A. Serving Large Language Models in Mobile Edge
Networks

In mobile edge networks, there are three main objectives for
serving LLMs, including context, accuracy, and performance
[5], [9]. Context is the ability of LLMs to handle longer
contextual inputs effectively, which can improve their ability
to understand and generate responses based on more extensive
and potentially more complex histories during inference. The

Authorized licensed use limited to: Northeastern University. Downloaded on September 13,2026 at 13:16:12 UTC from IEEE Xplore.  Restrictions apply. 



3810 IEEE TRANSACTIONS ON NETWORKING, VOL. 34, 2026

TABLE I
COMPARISON AGAINST PRIOR WORK WITH A CONCISE ALLOCATION MECHANISM SUMMARY

inference performance can be measured by inference speed,
throughput (e.g., tokens per second), and cost efficiency (e.g.,
cost per token). To balance the accuracy and performance of
LLM serving in 6G, Lin et al. in [17] propose a collaborative
framework for efficient edge training and inference, leveraging
advanced techniques like split learning and quantization to
achieve low-latency inference despite limited edge computing
resources. Furthermore, a personalized inference scheduling
framework is proposed in [18], which formulates LLM serving
as a combinatorial multi-armed bandit problem and proposes
a constraint satisfaction upper confidence bound (UCB) algo-
rithm for inference scheduling and resource allocation. To
preserve data privacy during LLM serving, Su et al. in [19]
present a novel distributed training paradigm designed specifi-
cally for fine-tuning pre-trained LLMs in a privacy-preserving
manner directly on client devices. From the perspective of
resource utilization efficiency, Ye et al. in [6] propose Galaxy
by incorporating a heterogeneity and memory-budget aware
workload planning algorithm, and Yuan et al. in [20] use the
UCB algorithm to determine energy-efficient configurations.

B. Service Caching and Offloading in Mobile Edge Networks

Service caching and offloading allow for the full utiliza-
tion of heterogeneous edge resource capacities for executing
computation-intensive services in mobile edge networks. To
minimize service provisioning delay, Zhou et al. in [21]
leverage the Lyapunov optimization approach and dependent
rounding technique to determine caching and offloading deci-
sions under convergence constraints. Considering cooperative
service caching and workload scheduling, Ma et al. in [10]
propose an iterative algorithm based on Gibbs sampling
and a heuristic workload scheduling algorithm with poly-
nomial complexity. To enhance the efficiency of Federated

Learning (FL), a framework of cache-based FL model training
is developed in [8] for reducing per-iteration training time. Fur-
thermore, edge caching for model downloading is investigated
in [22]. During LLM serving, the concept of context caching is
proposed in [11] that adopts a paging-based dynamic memory
management system and explores efficient Key-Value (KV)
cache transfer methods.

C. Deep Reinforcement Learning for Edge Caching

DRL can learn proactive caching decisions to enhance
cache hit rates by allowing the system to predict future
content requests and cache popular content in dynamic edge
systems [23]. To handle the temporal-spatial dynamic cache
popularity, LSTMs and attention mechanisms are leveraged to
improve the performance of DRL. For instance, LSTM-based
DRL can dynamically adapt to changing user behaviors and
environmental conditions, making them more effective than
static caching strategies [24], [25]. Moreover, attention-based
DRL can capture the influence of adjacent ESs on the current
node, which helps in making more informed caching decisions,
which leads to improved caching efficiency and reduced access
to the core network [26], [27]. Considering the increasing pop-
ularity and demand for LLM applications on mobile devices,
He et al. in [28] propose an active inference approach for
offloading and resource allocation of LLM inference tasks in
the edge-cloud collaboration framework, which dynamically
adapts to varying task loads and resource constraints in mobile
edge networks. Nevertheless, during long-context inference,
LSTMs have limited expressive power in their hidden states
while attention mechanisms have a quadratic complexity [16].
Therefore, in this paper, we proposed a novel T2DRL algo-
rithm with linear complexity and an expressive hidden state to
handle long contexts efficiently. As listed in TABLE I, generic
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TABLE II
MAIN NOTATIONS IN THE PAPER

test-time adaptation methods [16] adapt model or hidden state
parameters to reduce a predictive loss. T2DRL instead treats
test time operation as a sequential control problem. The policy
observes request mix and cache state, then issues caching and
offloading actions that minimize a composite serving cost,
capturing accuracy, latency, switching, and compute usage.
This moves adaptation from per-sample loss reduction to end-
to-end serving optimization under explicit resource constraints.
Furthermore, we employ a Double Dutch Auction [29], [30]
to allocate test time computing. The mechanism runs synchro-

nized buyer and seller clocks, accepts stops when price meets
private value or cost, and clears trades at a uniform market
price determined by the terminal clocks, with a weighted
last clock variant for the marginal trade. The mechanism is
strongly budget balanced, encourages truthful stopping and
guarantees individual rationality, supports multi-unit demand
with incremental commitment, and can be optimized for low-
latency clearing. In the SC-CoT setting, buyer value equals
the marginal accuracy gain of an added reasoning path, and
seller cost reflects resources, so the DDA allocates units to the
highest marginal value first and incentivizes LLMs to think.

III. SYSTEM MODEL

In mobile edge networks, users can access LLM agents
to answer questions or handle complex tasks autonomously
for them. Each LLM agent is empowered by one or multiple
LLMs. Every user group engages a single LLM agent as their
active assistant based on their specific needs and tasks. The
network comprises N + 1 LLM agent providers, including N
ESs equipped with computing units and a centralized cloud
data center. The set of LLM agent providers is denoted by
N = {0, 1, . . . ,N} and the cloud data center by 0. These ESs
can execute LLM agents, while additional inference requests
can be offloaded to the cloud data center. The set of available
LLM agents is represented as I = {1, 2, . . . , I}, which relies
on one or multiple LLMs whose set is denoted by M =

{1, . . . ,M}. Given the multi-functionality of LLMs in providing
various LLM agents, it is typically observed that the number
of LLM agents, I, is significantly more than the number
of LLMs, i.e., I � M. For each user group Un associated
with ES n, the demand for LLM agents is represented by
Rt

n = {Rt
n,i,m|i ∈ I,m ∈ M}, which presents the number of

requests for LLM m to perform specific tasks. The input data
size for LLM agent i is denoted by di, and the configuration of
each LLM m includes model size sm, computation required per
token em, and context window size wm. The context window
size is a unique characteristic of LLMs, which refers to the
maximum number of tokens that an LLM can effectively
process and utilize in long-term inference tasks. The main
notations used in this paper are listed in TABLE II.

A. Network Model

To optimize the serving of LLMs in mobile edge networks,
we propose a joint model caching and inference framework
that enables ESs to deploy LLMs for local execution and
offload inference requests to cloud data centers for remote
execution. In the framework, ESs can determine the cached
models and offloaded requests based on their local caching and
offloading strategies. Here, the binary variable at

n,i,m ∈ {0, 1}
specifies if LLM m for agent i is cached at ES n during time
slot t, and the continuous variable bt

n,i,m ∈ [0, 1] indicates the
fraction of inference requests i for LLM m being executed
at ES n at that time slot. The set at

n = {at
n,1,1, . . . , a

t
n,I,M}

encapsulates the model caching decisions at ES n. Similarly,
the inference offloading decision for ES n is captured by
bt

n = {bt
n,1,1, . . . , b

t
n,I,M}. Storage, switching, and compute costs

scale with the model’s weight footprint sm(qm). To capture
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TABLE III
FEW-SHOT PERFORMANCE OF LAMDA-137B ON VARIOUS REASONING TASKS (ACCURACY (%))

TABLE IV

FEW-SHOT PERFORMANCE OF PALM-540B ON VARIOUS REASONING TASKS (ACCURACY (%))

cloud heterogeneity, we additionally index offloading cost
by GPU type g ∈ G with distinct price and performance,
and we account for cold starts and egress. Switching cost is
proportional to the bytes moved over node I/O paths rather
than a constant penalty [9]. These refinements retain the
original learning formulation while improving cost realism.

When ESs are constrained by local resources, user-requested
LLM agents can be executed locally if the necessary models
are already cached in the GPUs. Let Gn represent the GPU
memory capacity at ES n. The decisions regarding which
models to cache, denoted as at

n, must adhere to the GPU
memory limits for each time t for every ES, described by:X

i∈I

X
m∈M

at
n,i,msm ≤ Gn. (1)

This constraint imposes that ESs cannot accommodate all
LLMs on their GPUs simultaneously. When the LLMs are
cached in GPUs, the LLM agents can be served by the ESs.
The local inference execution of LLMs at ES n is further
limited by

bt
n,i,mI(R

t
n,i,m > 0) ≤ at

n,i,m,∀i ∈ I,m ∈M, (2)

where I(·) is the identity function, and I(Rt
n,i,m > 0) indicates

that there are active requests for agent i for LLM m at ES n.
Furthermore, the computing resources for executing LLMs

are limited by the energy capacity En at ES n, which can be
represented as X

i∈I

X
m∈M

emat
n,i,mbt

n,i,mRt
n,i,m ≤ En. (3)

In contrast, cloud data centers are generally assumed to have
no significant constraints on GPU memory or computing
capacity for executing LLMs [9]. Equation (1) constrains
GPU memory for model weights only. The dynamic memory
consumed during inference, including intermediate activations
and the KV cache, is captured in our compute-side constraint
through Eq. (3). Specifically, the per-token compute term em

multiplied by the served tokens δt
n,i,m reflects the runtime

footprint that scales with context length and concurrency in
SC-CoT, while the context-window parameter wm and the
token accumulation Kt

n,i,m bound the effective stored context.
This coupling allows dynamic serving memory to be enforced
through the GPU compute and energy budget rather than an
additional memory inequality.

B. CoT Inference Model

The LLMs utilize vast datasets and complex neural network
architectures (like transformers) to model the joint probabil-
ity distribution of sequences of text. However, rather than
modeling the complete joint distribution directly (which is
computationally infeasible due to its complexity and dimen-
sionality), they approximate the marginal distribution. This is
the distribution of individual tokens or phrases given their
preceding context in a sequence.

Definition 1 (LLMs as marginal approximations [31]):
LLMs can be considered as a universal density approximator
specifically for the domain of natural language. Let di,0 be
the task description prompt and Di = {di,0, di,1, . . . , di,k} be
the sequence of messages in LLM agent i. The learned
distribution of LLM m can be represented as pm and the
true distribution of the sequences of messages is represented
as q̂. For all sequences of messages Di = {di,0, di,1, . . . , di,k}

of at most wm tokens, which is limited by the context
window, the learned distribution pm(Di) follows the general
product rule of probability pm(Di) = pm(di,0, di,1, . . . , di,k) =

pm(di,0)pm(di,1|di,0) · · · pm(di,k |di,0, di,1, . . . , di,k−1), which is a
good approximation of the true distribution q̂(Di), i.e.,
pm(Di) ≈ q̂(Di).

Finally, LLM m generates an answer by recursively pre-
dicting the sequence of the next tokens from the learned
distribution pm, conditioned on the concatenation of the task
description prompt d and the tokens sampled so far. The
approximation leverages the product rule of probability to
decompose the joint probability of the sequence Di into the
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product of conditional probabilities of each example di, j given
the previous examples {di,0, di,1, . . . , di, j−1}.

In CoT reasoning, the CoT example Ei generated from
an LLM is generated based on a true context c∗ and a true
intention θ∗ [32]. These elements represent the underlying
conditions and objectives that guide the generation of the text
or response by LLMs. The ambiguity of a chain of thought
example is quantified by how likely it is that the true context
and intention can be accurately inferred from the example.
This likelihood is termed as the complement of the ambiguity.

Definition 2 (ε-Ambiguity [33]): The ambiguity of
the chain, given the context and intention, is defined as
q̂(c∗, θ∗|Ei) = 1− ε(Ei). This equation states that the likelihood
q̂ of correctly identifying the context c∗ and intention θ∗

from the example Ei is 1 − ε(Ei), where ε(Ei) represents the
measure of ambiguity. The smaller the value of ε(Ei), the less
ambiguous the example is, meaning the context and intention
are more clearly communicated or inferred from Ei.

Specifically, a lower ε(Ei) value indicates higher clarity and
lower ambiguity, making it easier to understand the intended
message or instruction embedded in Ei. Conversely, a higher
ε(Ei) indicates that the example is more ambiguous, and the
true context and intention are harder to discern. To enhance
the relevance and coherence of LLM agents through SC-CoT
prompting, LLMs utilize a multi-path reasoning approach,
where the final response is determined by reaching a consensus
among various reasoning paths. This SC-CoT method samples
multiple reasoning trajectories and chooses the most consistent
outcome, thereby improving the robustness of the inference
process. When LLMs perform inference, provided with a task
description prompt d0, LLM m can generate Ji,m reasoning
paths for agent i by recursively predicting subsequent tokens
from the learned distribution pm, based on the concatenation
of d and the previously sampled tokens.

Definition 3 (SC-CoT Reasoning [14]): Each reasoning
path ρ j results in a candidate output o j, representing the final
answer derived from the reasoning path. Thus, we obtain
Ji,m candidate outputs {A1, . . . , AJ} required by LLM m of
agent i. For every reasoning path j, LLM m receives an
SC-CoT example Ei of varying lengths c j,i. This example
Ei = {ei,0, . . . , ei,k} consists of multiple thoughts, where each
thought ei,k is made up of ki tokens, representing an individual
step in the reasoning process. The marginal probability of any
output o is computed by integrating all the different reasoning
paths as P(o|d) =

PJi,m
j=1 P(ρ j, o|d).

By considering all the reasoning paths, the most consistent
answer o∗ is the one that maximizes the marginal probability
o∗ = arg maxo

PJi,m
j=1 P(ρ j, o|d) = arg maxo

PJi,m
j=1 I(o j = o),

where I(·) is the identity function. When each reasoning path
is equally likely, this can be simplified to finding the most
frequent answer among the candidate outputs.

To derive the expected difference bound of language ambi-
guity, we first make the following assumptions [31], [32], [33]:

1) It is a uniform distribution for the true contexts c∗.
2) The example Ei generated from θ∗ with the true context

c∗ is bounded by the ambiguity measure, i.e., ε(Ei) =

q̂(c∗, θ∗|Ei) ≤ σ, where σ ∈
�
0, 1

2

�
.

3) For example Ei derived from true intentions θ∗ with
the true context c∗, the related ambiguity measure
ε(Ei) diminishes as the length of inference sequences
increases, i.e., liml→∞ ε(Ei) = 0.

These assumptions posit that each possible context c∗ from
which language examples are generated is equally likely to
occur before considering any specific examples or data. In
probabilistic terms, a uniform prior distribution means that
no contextual scenario is inherently more probable than any
other before any additional information is taken into account.
Therefore, they can make the skewness parameter γn(c∗) =

supc∈C
q̂(c?)
q̂(cn) is equal to 1 for context cn belonged to ES n, which

helps in estimating the difference in ambiguity measurements
between learned distribution pm and true distribution q̂.

C. Performance Convergence Analysis for CoT Prompting

SC-CoT prompting can improve the capability of LLMs
to handle complex reasoning, by merging multiple reason-
ing paths with a consensus mechanism, which ensures more
reliable responses. In mobile edge networks, where latency
and resources are restricted, SC-CoT is crucial to let LLMs
explore various thought paths, enhancing their ability to refine
responses based on broader context, thus boosting accu-
racy and decision-making. This approach mimics human-like
problem-solving processes by breaking down complex tasks
into simpler, sequential steps. CoT reasoning is particularly
effective in enhancing the model’s ability to tackle complex
reasoning, arithmetic, commonsense, and symbolic reasoning
tasks by providing a transparent and step-wise articulation of
thought processes.

Lemma 1: Given a set of examples ci with different lengths,
created from the true intention θ∗ and the true context c∗

drawn from qm(c), let di,0 be the initial message or task, which
is derived from q(·|θ∗0) and generated from θ0 sampled from
qm(·|c∗). For any sequence of messages Di, the following holds:

|pm(Di|di,0, Ei) − q̂(Di|di,0, c∗)| ≤ η
ciY

y=1

ε(Ei, y)
1 − ε(Ei, y)

, (4)

where η = 2 ε(di,0)
1−ε(di,0) is related to the ambiguity of the input.

The proof of Lemma 1 can be found in [34] and this lemma
essentially supports the concept of CoT by establishing a
mathematical relationship that quantifies how the ambiguity in
input influences the accuracy of the CoT reasoning process.
The product term

Qci
y=1

ε(Ei,y)
1−ε(Ei,y) reflects the cumulative effect

of errors in each step of reasoning on the overall reasoning
process, emphasizing the importance of minimizing error at
each reasoning step to ensure the overall reliability of the CoT
reasoning process. This supports the practical implementation
of CoT reasoning by highlighting the need for precise and less
ambiguous reasoning steps in complex problem-solving tasks.

Furthermore, SC-CoT [14] reasoning enhances the typical
chain-of-thought reasoning process by generating multiple
reasoning paths and selecting the most consistent answer from
those paths. This approach is based on the idea that when
multiple reasoning paths converge on the same answer, it
increases confidence in the correctness of that answer. This
method is particularly useful for complex reasoning tasks,
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where a single reasoning path might be prone to errors or
bias. In SC-CoT, each reasoning path j within a CoT example
i contributes independently to the formulation of the output.
This formulation allows for the incorporation of diversity in
reasoning strategies and the aggregation of these paths to
determine the most consistent and probable outcomes.

To effectively represent the features of multiple reasoning
paths in SC-CoT reasoning within a theoretical framework,
we extend lemma 1 to explicitly incorporate these features
and their impact on the overall reasoning process as follows.

Theorem 1: Given a set of Ji,m SC-CoT reasoning paths
sampled as {R1, . . . ,R j, . . . ,RJi,m } with varying lengths, the
final output is sampled from making consensus to obtain
the most frequent answer under the true intention θ∗ with the
true context c∗ drawn from qm(c), let di,0 be the initial input
message or task, which is sampled from q(·|θ∗0) and generated
from θ∗0 drawn from qm(·|c∗). For any sequence of messages D j,
and with Ji,m reasoning paths sampled as {R1, . . . ,R j, . . . ,RJi,m },
the following holds:

|pm(Di, j|di,0, Ei, j) − q̂(Di, j|di,0, c∗)| ≤ η
Ji,mY
j=1

ε(Ei, j)
1 − ε(Ei, j)

, (5)

where η = 2ζi
ε(di,0)

1−ε(di,0) , which is dependent on the ambiguity of
the input.

Proof: Starting from pm(Di, j|di,0, Ei, j), we sample j reason-
ing paths and marginalize over these paths

pm(Di, j|di,0, Ei, j)

=

PJi,m
j=1 q̂(Di, j, Ei, j,R j)PJi,m
j=1 q̂(di,0, Ei, j,R j)

, (6)

=

PJi,m
j=1(q̂(Di, j \ {di,0}, Ei, j,R j, c∗) + Λ j)

1 +
PJi,m

j=1 Υ j
, (7)

where Λ j and Υ j are given by:

Λ j =
X
c,c∗

q̂(Di, j, Ei, j,R j, c)
q̂(di,0, Ei, j,R j, c∗)

(8)

and

Υ j =
X
c,c∗

q̂(di,0, Ei, j,R j, c)
q̂(di,0, Ei, j,R j, c∗)

. (9)

Using the ambiguity measure for CoT examples, we establish
the bounds on Λ j and Υ j as

Λ j,Υ j ≤ γ
c j,i
n (c∗)

ε(di,0)
1 − ε(di,0)

c j,iY
y=1

ε(Ei, j)
1 − ε(Ei, j)

(10)

Finally, by combining Eqs. (14)-(18), we can get

|pm(Di, j|di,0, Ei, j) − q̂(Di, j|di,0, c∗)|

= |

PJi,m
j=1(q̂(Di, j \ {di,0}, Ei, j,R j, c∗) + Λ j)

1 +
PJi,m

j=1 Υ j

− q̂(Di, j|di,0, c∗)| ≤ η
c j,iY
y=1

ε(Ei, j)
1 − ε(Ei, j)

(11)

where η = 2ζi
γ

Ji,m
n (c∗)ε(di,0)

1−ε(di,0) , following the first assumption,
indicating γn(c∗) = 1 and thus η = 2ζi

ε(di,0)
1−ε(di,0) . �

The theorem implies that the accuracy and robustness of the
model’s output are closely tied to the clarity and specificity of
the context and intentions it is trained with. If the examples
and initial inputs are unambiguous, the model’s predictions
will be closer to the true context, resulting in more accurate
and reliable outputs. The outer product overall reasoning
paths represent the compounded benefit of exploring multiple
reasoning strategies. By aggregating across diverse paths, the
method leverages redundancy and diversity to enhance the
likelihood of converging on the correct answer, especially
in complex reasoning scenarios where single-path strategies
might fail. This theorem shows how the divergence from the
true distribution is not only a function of the ambiguities of
individual reasoning steps but also the initial conditions set by
di,0. Effective reduction in initial ambiguity and careful man-
agement of step-wise ambiguities are crucial for enhancing the
accuracy and reliability of SC-CoT systems.

Corollary 1: When examining SC-CoT examples Ei, j, for
any chosen σ within the interval

�
0, 1

2

�
, a length threshold

k∗i,σ ∈ N exists. For any length ki that is greater than or equal
to k∗i,σ, the following condition holds true: ε(Ei, j) ≤ σ.

Proof: By selecting σ ∈
�
0, 1

2

�
, SC-CoT examples

Ei, j following Assumption 3 have the approximation that
liml→∞ ε(Ei, j) = 0. Then, there exists k∗i,σ ∈ N such that for
any ki ≥ k∗i,σ, the inequality ε(Ei, j) ≤ σ holds. �

This proposition supports the SC-CoT approach by provid-
ing a theoretical foundation for the reduction of ambiguity
with sufficiently long CoT examples, thereby enhancing the
reliability and accuracy of the model’s outputs.

In SC-CoT, the number of thoughts Kt
n,i,m is accumulated

during the inference process for cached LLM m to serve agent
i at ES n. Depending on the caching decision at

n,i,m and offload-
ing decision bn,i,m, the batch of inference requests executed as
ES n can be calculated as δt

n,i,m, j = at
n,i,mbt

n,i,mRt
n,i,mJi,mki for

agent i and LLM m, where ki is the size of each thought for
agent i estimated via Corollary 1. The number of reasoning
paths Ji,m and the thought size ki determine the inference steps
and are configurable per service objective. This makes the
decode length and step count variable and, when preset by the
user, known at admission. Therefore, the equation to reflect
the aggregation of multiple sampled paths is given as

Kt
n,i,m =

(
0, t = 0,
at

n,i,m

�
Kt−1

n,i,m + δt
n,i,m

�
, otherwise,

(12)

where δt
n,i,m =

PJi,m
j=1 δ

t
n,i,m, j is the total calculated tokens over

J reasoning paths.
Similarly, age of thoughts (AoT) κt

n,i,m reflect the multiple
sampled paths [34] and their aggregated contributions as

κt
n,i,m

=

(
0, t = 0,
at

n,i,m

˚
κt−1

n,i,m + ζiδ
t
n,i,m − ∆t

i,m

	+
, otherwise,

(13)

where ζi is the consensus factor of SC-CoT reasoning for LLM
agent i and ∆t

i,m is the vanishing factor of thoughts.
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Fig. 2. The T2DRL algorithm utilizes the test-time training (TTT) model in
the actor-critic network.

To reflect the SC-CoT process, we modify the performance
Eq. (5) to include the most consistent answer selection mech-
anism as

At
n,i,m = αi,m log

�
1

βκ
t
n,i,m

�
, (14)

where αi,m is the zero-shot accuracy of LLM m for LLM agent
i, β is the reasoning gain factor reflecting the performance
improvement due to self-consistency, and κt

n,i,m represents the
adjusted AoT considering the most consistent answers selected
from multiple reasoning paths.

The uniform prior over contexts and the monotone decrease
of ambiguity with length are ideal assumptions used to obtain
bounds and to isolate the effect of CoT sampling on distribu-
tional mismatch. Under the uniform prior, the skewness term
equals one, and the constant in Eq. (11) simplifies accordingly.
In practice, request distributions faced by deployed LLMs are
typically non-uniform across domains and users. It helps inter-
pret Eq. (11) by highlighting that the qualitative dependence of
the bound on the initial ambiguity and the per-step ambiguity
factors remains informative for non-uniform workloads as
well. Likewise, the assumption that ambiguity decreases with
length is intended to model the empirically observed pre-
saturation regime in which additional thoughts and paths
reduce error. The AoT and performance relations in Eqs. (12)
to (14) capture these dynamics by accumulating contributions
from multiple paths and a consensus factor, which explains
the accuracy improvements we observe when adding paths or
increasing the vanishing-factor setting in Fig. 5.

D. Cost Structure and Problem Formulation

1) Cost Structure: Edge inference costs are incurred when
LLM agents are processed at ESs. These costs include switch-
ing costs from loading and evicting models in GPU memory,
transmission costs for sending input prompts and results
between users and ESs, computation costs for processing
data at ESs, and accuracy costs due to performance gaps
from using alternative LLMs. First, the switching cost arises
when switching models in the GPU memory at the ESs [9].
It includes the latency and hardware wear associated with
loading and evicting operations, i.e.,

lnswi(a
t
n) =

X
i∈I

X
m∈M

λ · I(at
n,i,m > at−1

n,i,m), (15)

where λ is the unit cost coefficient for loading model param-
eters, and I(·) is an indicator function.

The communication cost involves transmitting input
prompts and inference results between users and ESs, account-
ing for the increased data transmission due to multiple
reasoning paths, which can be calculated as

lncom(at
n,b

t
n) =

X
i∈I

X
m∈M

Rt
n,i,mln,idibt

n,i,m, (16)

where lnedge is the unit transmission cost for edge network
access, and di is the input data size. Workload and cost
are accounted for at the token level. For each path j,
δt

n,i,m, jcounts both prompt tokens and generated tokens.Rt
n,i,m

is used for arrival requests, while computation and energy scale
with δt

n,i,m, j.
The computation cost of executing inference requests at

ES n, considering the multiple reasoning paths generated and
evaluated by using SC-CoT prompting, i.e.,

lncmp(at
n,b

t
n) =

X
i∈I

X
m∈M

Ji,mX
j=1

δt
n,i,m, jem

fn
, (17)

where δt
n,i,m, j is the total computation tokens for the j-th

reasoning path, em is the energy consumption per token, and fn
is the computing capacity of ES n. Here, em is model-specific,
so larger models consume more per-token energy. Together
with the cloud unit processing cost l0m, j in Eq. (20), this
captures model-size dependent costs at both edge and cloud.

The accuracy cost is incurred when there is a performance
gap due to the use of alternative LLMs, considering the
consensus mechanism from multiple reasoning paths as

lnacc(at
n,b

t
n) =

X
i∈I

X
m∈M

Āt
n,i,mRt

n,i,mat
n,i,mbt

n,i,m, (18)

where Āt
n,i,m =

1−αi,m
κt

n,i,m log(1/βi,m) is the accuracy cost of executing
LLM m at ES n for agent i.

Overall, the total edge inference cost is the sum of these
components

Lt
n(at

n,b
t
n) = lnswi(a

t
n) + lncom(at

n,b
t
n)

+ lncmp(at
n,b

t
n) + lnacc(at

n,b
t
n). (19)

When ES n cannot handle all requests, its uncompleted
inference requests are offloaded to cloud data centers, incurring
cloud inference costs. This includes the costs associated with
offloading requests to the cloud and processing them remotely.
The cloud inference cost is calculated based on the unit
processing cost at the cloud data center and the size of the
data processed. The cloud inference cost includes the cost of
offloading and processing these requests, accounting for the
additional computation and data transmission due to multiple
reasoning paths, which can be calculated as

Lt
C(at

n,b
t
n) =

X
n∈N

X
i∈I

X
m∈M

Ji,mX
j=1

lm, j0 (1 − bt
n,i,m)Rt

n,i,m, (20)

where lm, j0 is the unit processing cost at the cloud data center
for executing reasoning path j of LLM m.
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Fig. 3. Convergence analysis of the proposed T2DRL algorithm.

Fig. 4. Performance comparison of the proposed T2DRL algorithm under different environment settings.

The total cost for provisioning LLM agents for an ES
combines both edge and cloud inference costs over a specific
period. By summing these costs over time, the total cost
provides a comprehensive measure of the resources and quality
of LLM agents involved in operating LLM agents, helping
to ensure efficient resource utilization and cost minimization
while maintaining high perception and reasoning performance.
Therefore, the total cost for provisioning LLM agents at ES n
is the sum of the edge inference cost and the cloud inference
cost over a period T as

Ln
total =

1
T

TX
t=1

�
Lt

n(at
n,b

t
n) + Lt

C(at
n,b

t
n)
�
. (21)

However, minimizing the total system cost under hard-
ware resource constraints and context window constraints is

NP-hard as the decision variables include discrete and contin-
uous variables while the constraints are not linear.

IV. TEST-TIME REINFORCEMENT LEARNING-BASED
MODEL CACHING AND INFERENCE OFFLOADING

ALGORITHM

To optimize long-context LLM serving in mobile edge
networks proactively, we propose the T2DRL algorithm by
leveraging TTT models in determining model caching and
inference offloading decisions. Before deployment of the algo-
rithm, the environment needs to be formulated as an MDP
consisting of state, observation, action, and reward.

A. Markov Decision Process

1) Observation Space: During the serving of LLM agents
in the SC-CoT reasoning model, the state space captures the
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Fig. 5. Reasoning accuracy of the T2DRL algorithm under different (a) reasoning paths; (b) vanishing factor.

comprehensive status of the system, while the observation
space is a subset of the state space. Therefore, the observation
Ot

n ∈ O of ES n at time t is a combination of the user
request information, cached model status, and model context
utilization information, which can be formally defined as
Ot

n :=
�
at

n,R
t
n, κ

t
n

�
, where Rt

n represents the set of all user
request information; at

n represents the set of all cached model
statuses, indicating whether a model is cached at a specific ES
and the number of tokens utilized; and κt

n = {κt
n,1,1, . . ., κ

t
n,I,M}

represents the set of all model context utilization information,
describing the current AoT for each cached LLM at ESs.

2) Action Space: The action Xt
n ∈ X in action space

for the SC-CoT framework encompasses both model caching
decisions at

n and inference offloading decisions bt
n, which can

be defined as Xt
n :=

�
at

n,bt
n

�
.

Action feasibility layer. The actor first produces uncon-
strained logits for an

t and bn
t . We then apply a deterministic

projection to enforce feasibility with respect to the problem
constraints. For GPU memory capacity, we select cache entries
by descending score per unit size and stop whenX

i,m

at,n,i,msm ≤ Gn (22)

as in Eq. (1). For executability, we mask offloading ratios by
setting bt,n,i,m = 0 whenever at,n,i,m = 0 or Rt

n,i,m = 0 to satisfy
Eq. (2). For the energy budget, we reduce 1 − bt,n,i,m in order
of lowest advantage per unit energy untilX

i,m

emat,n,i,m(1 − bt,n,i,m)Rt
n,i,m ≤ En (23)

to satisfy Eq. (3). The environment transition uses the
projected action, ensuring that all capacity and resource con-
straints are met at every decision step.

3) Reward Function: The reward function is designed to
minimize the total system cost, which includes edge inference
costs and cloud inference costs. The goal is to formulate
a reward function that encourages actions leading to lower
overall costs while maintaining high-quality LLM agents. To
formulate the reward function, we aim to minimize the total
system cost. The reward at time t, denoted as rt

n, is defined as
the negative of the total system cost, ensuring that lower costs
yield higher rewards as rt

n(Ot
n, X

t
n) = −Ln

total(a
t
n,bt

n), which

can effectively guide the algorithm towards minimizing the
total system costs, ensuring efficient and cost-effective serving
of LLM agents in the joint model caching and inference
offloading framework.

B. Test-Time Deep Reinforcement Learning

As shown in Fig. 2, the T2DRL algorithm switches between
exploration and exploitation by engaging with its surroundings
and refining an alternative target function through random
gradient ascent. The process initiates with the data collection
phase, where the policy πn is executed in the environment
to gather a set of trajectories (Ot

n, X
t
n, r

t
n,O

t+1
n ). Each step

involves executing the current policy π to determine the
action and observing the next observations and rewards. The
DRL algorithm leverages a batch of trajectories comprised of
sequences of states, actions, and rewards in the replay buffer,
which is used to calculate advantages for policy optimization.

At the beginning of each episode, the T2DRL policy πn

consists of initialized weights W0 for TTT models. For each
input observation Ot

n in the sequence, the policy π predicts
an intermediate states zt

n as zt
n = πn(Ot

n; Wt). The weights
Wt are then updated using a gradient descent step on a self-
supervised loss `, following Wt = Wt−1 − η∇`(Wt−1; Ot

n),
where the self-supervised loss can be calculated as `(W; Ot

n) =

πn(Õt
n; W) − Ot

n



2 and Õt
n is the approximation of true state

of environment. This update mechanism enables continuous
learning during testing phases, allowing the model to adapt its
parameters based on the immediate feedback. This process is
repeated for each token in the observation sequence.

Next, advantage estimates Ãt are computed using Gener-
alized Advantage Estimation, which effectively reduces the
variance of the policy gradient estimates by leveraging the
temporal difference residuals. The advantage estimates Ãt

is calculated as the sum of discounted temporal differences
δt. i.e., Ãt = δt + (γλ)δt+1 + · · · + (γλ)T−t+1δT−1, where
δt = rt + γV(st+1) − V(st) and the state value function
Vθ(st) = Eπ

�P
t = 0∞γtrt

n | O
0 = O

�
, which estimates the

expected return from state Ot under the current policy π(θ).
Following self-supervised loss and advantage estimation,

the TTT model-based policy can output the action Xt
n =

π(Ot
n; θ; Wt) for the observed. The model updates its hidden
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state using the trajectory data and performs test-time training
by updating its weights with a self-supervised loss function
`. This adaptation process enables the model to tune its
parameters specifically to the nuances of the encountered test
data, enhancing its predictive accuracy and responsiveness.
Furthermore, the policy of T2DRL is then updated by defining
the PPO surrogate loss with the clipped objective.

Finally, the policy parameters θ and TTT model parameters
W are updated with the optimized values. This iterative
process continues until convergence or for a fixed number of
iterations. By utilizing TTT models in the actor-critic network,
the T2DRL algorithm can adapt its learned policy and model
parameters during test phases, enhancing the system’s ability
to efficiently manage model caching and inference offloading.
This optimization leads to improved resource utilization
and minimized operational costs while ensuring high-quality
LLM agents, making the T2DRL framework a robust and
adaptive solution for long-context LLM serving in mobile
edge networks.

Let J be the number of sampled reasoning paths, k be
the average tokens per path, b be the TTT minibatch size,
d be the hidden width of the TTT learner, and Titer be the
number of price-clock iterations in the optional market layer
with n buyers and m sellers. Per decision step, T2DRL incurs
O(Jk) token evaluations for SC-CoT with O(J) aggregation; a
lightweight TTT inner loop of O(bd2) for the weight update
plus O(b2d) for minibatch readout in a dual form that scales
linearly with sequence length [16]; the same actor-critic passes
as PPO for a matched backbone and batch size; and, if
market clearing is enabled, O(Titer(n + m)). For the same
observation space and network, PPO omits the SC-CoT and
TTT terms. Despite these additions, T2DRL achieves a lower
end-to-end system cost than PPO in our experiments because
higher reasoning accuracy and online adaptation reduce cloud
offloading and switching.

V. MARKET FORMULATION AND TRUTHFUL DOUBLE
DUTCH AUCTION MECHANISM DESIGN

For serving long-context LLMs at mobile edge networks,
the auction market is modeled as a dynamic interaction
between resource-limited edge servers (sellers) and user
devices (buyers). Formulating a long-context LLM serving
market at mobile edge networks is essential to efficiently
allocate limited edge resources, optimize costs, and handle
dynamic user demands. It provides a structured framework
for balancing trade-offs between computational efficiency,
accuracy, and latency while ensuring fairness and transparency
in resource sharing. By enabling real-time adaptation and
incentivizing truthful participation, the market framework
maximizes social welfare and scalability, supporting diverse
applications in resource-constrained edge environments. In the
long-context LLM serving market, there is an auctioneer who
coordinates the market to optimize the allocation of resources
and inference tasks. We price a small, time-sliced unit as either
one additional reasoning path or a fixed bundle of tokens that
produces one path on average. For buyer i, the marginal value
of a unit equals the expected accuracy gain from adding the
next path times the request utility. For seller j, the marginal

cost equals the incremental GPU time, energy, and KV-cache
opportunity cost at the current load. This mapping turns per-
request test-time scaling into a two-sided quantity market with
concave buyer values and nondecreasing seller costs.

A. Long-Context LLM Serving Market Formulation

The long-context LLM serving market consists of three
primary entities:
• Buyers (User Devices): Each buyer i submits a buy-bid,

kt
i , representing the maximum price they are willing to pay

for LLM inference services. The valuation vb
i depends on

the required quality Qi and resource demand Ri, given as:

vb
i = Qiliacc, (24)

where Qi reflects the inference quality coefficient of buyer
i.

• Sellers (Edge Servers): Each seller j submits a sell-
bid, ot

j, indicating the minimum price they are willing
to accept. This valuation vs

j is based on resource costs,
including memory and computation, defined as:

vs
j = G j(l

j
swi + l j

com + l j
cmp), (25)

where G j is server j resource utilization coefficient.
• Auctioneer: Operates the DDA mechanism, coordinating

buyer and seller clocks to identify the market-clearing
price, p∗.

We interpret vb
i and vs

j as marginal willingness to pay and
marginal willingness to accept per unit, denominated in cost
units consistent with the switching, transmission, computation,
and accuracy terms in Section III-D, which makes the mech-
anism compatible with the system cost in Eq. (21).

B. Auction Mechanism Design

The t-DDA keeps the Double Dutch interaction but replaces
the final clearing step by a trade-reduction rule that yields
dominant-strategy incentive compatibility. The auction process
has four stages.

1) Clock Broadcast: Two synchronized clocks govern price
discovery:
• Buyer clock Ct

B starts at a high value pmax and decreases
by a step Θt.

• Seller clock Ct
S starts at a low value pmin and increases

by a step Θt.
2) Clock Acceptance: An inactive buyer i may accept the

buyer clock when it reaches a favorable price. Let the buyer
stop price be

bi , the price Ct
Bwhen buyer ipresses accept. (26)

An inactive seller j may accept the seller clock when it reaches
a favorable price. Let the seller stop price be

a j , the price Ct
S when seller jpresses accept. (27)

Define the acceptance sets at time t as Mt
B and N t

S as in the
baseline design.
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3) Clock Adjustment: If no new acceptances arrive, the
auctioneer narrows the gap by

Ct+1
B = Ct

B − Θt, Ct+1
S = Ct

S + Θt, (28)

until termination at T when no further acceptances are
expected or the clocks cross.

4) Truthful Clearing (Trade-Reduction Rule): At termina-
tion, collect stop prices {bi} and {a j}. Sort them with fixed
tie-breaking: b(1) ≥ b(2) ≥ · · · , a[1] ≤ a[2] ≤ · · · .

Set sentinels: b(0) = +∞, a[0] = 0. Define b(k∗+1) = 0 and
a[k∗+1] = +∞ if those terms are needed but undefined.

k∗ , max{ k ≥ 0 : b(k) ≥ a[k] } . (29)

If k∗ = 0, set q∗ = 0 and stop (no trade). Otherwise define

pmid =
b(k∗+1) + a[k∗+1]

2
. (30)

The allocation and pricing rules are shown in (26) and (27).
The allocation and the pricing rules of t-DDA are: (31) and

(32), as shown at the bottom of the page.
Case A clears at a single uniform price pmid. Case B

removes the pivotal trade and charges winners prices deter-
mined only by the highest losing buyer and the lowest losing
seller. This step is what guarantees dominant-strategy truthful-
ness.

6) Utilities and Welfare: Let pi be the price paid by buyer
i when she wins, and r j the amount received by seller j
when he wins. Assuming quasi-linear utilities and truthful
reports:

ui =

(
vb

i − pi, if buyer iwins,
0, otherwise,

(33)

and

ũ j =

(
r j − vs

j, if seller jwins,
0, otherwise.

(34)

Let Π be the auctioneer surplus, equal to total buyer
payments minus total seller receipts. Then

S Wtotal =
X

ui +
X

ũ j + Π, (35)

where

Π =

(
0, if Case A,
(k∗ − 1)

�
b(k∗) − a[k∗]

�
≥ 0, if Case B.

(36)

C. Property Analysis

We prove dominant-strategy incentive compatibility, ex post
individual rationality, and budget balance for the truthful
Double Dutch clearing rule in Eqs. (26) and (27). Throughout,
agents are single-parameter with quasi-linear utilities, values
and costs are private and independent, and tie-breaking is fixed
ex ante and does not depend on any single agent’s report.

We prove DSIC by establishing bid-monotonicity and the
existence of report-independent critical prices for winners.

Lemma 2: [Monotonicity] Fix the reports of all agents
except one buyer i. Then i’s allocation indicator xi(bi) ∈ {0, 1}
is weakly increasing in her report bi. Symmetrically, the
allocation indicator y j(a j) for seller j is weakly increasing as
a j decreases.

Proof: Raising a buyer’s report can only improve her rank
among buyers, hence cannot remove her from a winner set
that is defined by being among the top k or top k−1 ranks.
Lowering a seller’s report can only improve his rank among
sellers, hence cannot remove him from a winner set defined
by being among the bottom k or bottom k−1 ranks. The case
selection between (31) and (32) depends on losing margins
b(k∗+1) and a[k∗+1] and on b(k∗), a[k∗], which do not involve any
winning agent’s own report. Therefore the winner indicators
are monotone in the respective reports. �

Lemma 3: [Critical prices] Fix all reports except buyer i’s.
There exists a threshold τi that depends only on the other
agents’ reports, such that

xi(bi) = 1{bi ≥ τi}, pi =

(
τi, if xi(bi) = 1,
0, if xi(bi) = 0,

(37)

and pi is independent of bi whenever xi(bi) = 1. An analogous
statement holds for each seller j with a threshold ρ j where
y j(a j) = 1{a j ≤ ρ j} and r j = ρ j when y j(a j) = 1.

Proof: Consider a profile in which buyer i is a winner.
Case A: the transaction price is pmid which is the average of

the top losing buyer’s bid b(k∗+1) and the top losing seller’s ask
a[k∗+1]. Since i is a winner, neither statistic equals bi. Therefore
pmid is independent of bi. Moreover, i is a winner if and only
if bi ≥ pmid by construction of k∗ and the inequality a[k∗] ≤

pmid ≤ b(k∗). Set τi = pmid.
Case B: winners are the top k∗−1 buyers, each charged b(k∗)

which is the highest losing bid. Since i is a winner, b(k∗) is not
bi, hence is independent of bi. A buyer wins if and only if her
bid is at least b(k∗). Set τi = b(k∗).

The seller side is symmetric. In Case A each winning seller
is paid pmid which is independent of any winner’s report and
a seller wins if and only if a j ≤ pmid, so ρ j = pmid. In Case B

Case A: a[k∗] ≤ pmid ≤ b(k∗).

q∗ = k∗units traded between top k∗ buyers and bottomk∗ sellers.

Each winner transacts at price P∗B = P∗S = pmid. (31)
Case B: (otherwise).

q∗ = k∗ − 1units traded between top k∗ − 1 buyers and bottom k∗ − 1 sellers.
Buyers pay P∗B = b(k∗), sellers receive P∗S = a[k∗]. (32)
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each winning seller is paid a[k∗) which is the lowest losing ask
and is independent of any winner’s report, and a seller wins
if and only if a j ≤ a[k∗), so ρ j = a[k∗). �

Theorem 2: [Dominant-strategy incentive compatibility]
Truthful reporting is a dominant strategy for every buyer and
every seller under the clearing rule in (31)–(32).

Proof: By Lemma 2 the allocation is monotone in each
agent’s report. By Lemma 3 each winning agent pays or
receives a report-independent critical price that equals the
threshold at which the allocation switches for that agent. For
a buyer with true value vi the utility is

ui(bi; vi) =

(
vi − τi, if bi ≥ τi,

0, if bi < τi,
(38)

which is maximized by reporting any bi ≥ vi if vi ≥ τi

and any bi < vi if vi < τi. Hence truthful reporting is a
dominant strategy. The proof for sellers is identical with costs
and thresholds (c j, ρ j). �

Theorem 3: [Individual rationality] Every winning buyer i
obtains ui ≥ 0 and every winning seller j obtains ũ j ≥ 0.

Proof: Case A: P∗ = pmid ∈ [a[k∗], b(k∗)]. A winning buyer is
among the top k∗ buyers, so bi ≥ b(k∗) ≥ P∗. Under dominant
strategies, a buyer accepts only at prices no greater than her
value, so vi ≥ bi ≥ P∗ and ui = vi − P∗ ≥ 0. A winning seller
is among the bottom k∗ sellers, so a j ≤ a[k∗] ≤ P∗. Under
dominant strategies a seller accepts only at prices no lower
than his cost, so P∗ − c j ≥ 0 and ũ j ≥ 0.

Case B: winners are strictly infra-marginal relative to the
losing pair that defines b(k∗) and a[k∗). Each winning buyer pays
P∗B = b(k∗) and satisfies bi ≥ b(k∗−1) ≥ b(k∗) hence vi ≥ bi ≥ P∗B,
so ui ≥ 0. Each winning seller receives P∗S = a[k∗) and satisfies
a j ≤ a[k∗−1] ≤ a[k∗) ≤ P∗S , so ũ j ≥ 0. �

Theorem 4: [Budget balance] The mechanism is strongly
budget balanced in Case A and weakly budget balanced in
Case B. Therefore the auctioneer never runs a deficit.

Proof: Case A: q∗ = k∗ trades clear at the common price
P∗ = pmid. Total buyer payments equal k∗pmid and total seller
receipts equal k∗pmid, so the auctioneer’s net transfer is zero.

Case B: q∗ = k∗−1 trades execute. Total buyer payments
equal (k∗−1) b(k∗) and total seller receipts equal (k∗−1) a[k∗).
The auctioneer’s net surplus is

(k∗−1)
�
b(k∗) − a[k∗)

�
≥ 0, (39)

so no deficit occurs. Hence, the mechanism is weakly budget-
balanced. �

If a strong budget balance is required in all profiles, one
may rebate the Case B surplus using a rule that is independent
of each agent’s own report. Such rebates preserve dominant-
strategy incentive compatibility but must be designed to avoid
deficits in finite samples. This refinement is optional and does
not affect Theorems 2–4.

1) Efficiency: The traded quantity equals the efficient k∗ in
Case A and k∗ − 1 in Case B, so the mechanism sacrifices
at most one marginal trade to obtain truthfulness. This loss
vanishes in large markets under standard regularity.

2) Complexity: The clock phase has the same complexity
as in the baseline DDA. The clearing step adds a sort of stop
prices, which is O

�
(n + m) log(n + m)

�
, and constant-time

computation of k∗ and pmid. The overall online complexity
is O

�
T · (n + m)

�
+ O

�
(n + m) log(n + m)

�
, where T is the

number of clock ticks.

VI. EXPERIMENTAL RESULTS

In the experimental setup, we consider a mobile edge system
configured with varying parameters to evaluate the proposed
framework and algorithm. The ESs are equipped with multiple
GPUs with a total memory of 80 GB and a computing
capability of 312,000 GFLOPs, supported by an energy cap of
300 W per GPU. For constructing LLM agents with perception
and reasoning capability, we use the Imagebind [35] as the
perception module. In addition, LaMDA-137B and PaLM-
540B [14] are adopted in the reasoning module to handle
different requests. Furthermore, the network access costs are
set to 0.0001 for edge access and 0.0075 for cloud access. The
switching cost coefficient is set to 10−5 and the accuracy cost
coefficient is set to 2.5. We vary input context length between
100 and 200 tokens and study different Ji,m to reflect token-
level and step-level variability. The system is simulated for
100 steps to thoroughly test the performance of the proposed
algorithm under dynamic network conditions. The detailed
reasoning performance of LaMDA-137B and PaLM-540B is
listed in Table I and Table II.

In the configuration of the PPO and T2DRL, the learning
rate is set to 3 × 10−4 and the discount factor is set to
0.95. We conducted the experiments with the seed of 42 to
ensure reproducibility. We trained PPO and T2DRL over 2000
epochs, with each epoch consisting of 2000 steps. The actor-
critic network of PPO utilizes hidden layers set at 128 units.
The batch size is set at 128. Specific PPO adjustments included
a value function coefficient of 0.25, an entropy coefficient of 0,
and clipping epsilon at 0.2 for the policy updates. Additionally,
the gradient is norm-capped at 0.5, with a GAE-lambda of 0.95
for advantage estimation. The TTT model is configured with
a hidden size of 32, an intermediate size of 32, one hidden
layer, four attention heads, and a mini-batch size of four.

We compare our method against five baselines implemented
under the same traces, hardware budgets, and cost definitions.
• Cloud-only. All requests are offloaded to the cloud. No

model is cached on edge GPUs, and no switching cost is
incurred.

• FIFO cache. On a cache miss, the earliest loaded model
is evicted first until enough memory is freed. This is the
classic first-in first-out policy.

• LFU cache. On a cache miss, the least frequently
requested model is evicted first, with ties broken by
recency. This is the standard least-frequently used policy.

• LAoT cache [34]. We use the Age of Thoughts defined
in the paper to prefer models whose recent thoughts are
freshest. When space is needed, evict the model with the
largest age so that recently used thought caches remain
resident.

• PPO scheduler [15]. A learning-based scheduler that
optimizes caching and offloading actions with proximal
policy optimization (PPO) under the same network and
cost settings as our method, but without test-time training
adaptation.
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The proposed T2DRL algorithm demonstrates robust per-
formance in reducing system costs and enhancing reasoning
accuracy over 2000 episodes, as illustrated in Fig. 3. In
Fig. 3(a), the T2DRL algorithm shows a rapid decline in total
system costs during the initial episodes, achieving convergence
at approximately 500 episodes. Compared to baseline algo-
rithms such as FIFO, LFU, and Cloud, T2DRL achieves at
least a 30% reduction in system costs, while outperforming
the PPO algorithm by 20% in cost efficiency after conver-
gence. This significant reduction highlights the algorithm’s
effectiveness in dynamic resource allocation and context-aware
inference optimization. Fig. 3(b) provides a breakdown of cost
components, including switching costs, edge accuracy costs,
edge inference costs, and cloud inference costs. The results
reveal that T2DRL effectively minimizes switching costs and
balances the trade-offs between edge and cloud inference costs,
stabilizing these values as the episodes progress. Notably,
cloud inference costs experience a sharp decline early on,
indicating the algorithm’s ability to prioritize edge-based solu-
tions for improved cost efficiency. The edge accuracy cost
remains stable after convergence, reflecting the algorithm’s
ability to maintain high inference quality while managing
resources efficiently. Furthermore, Fig. 3(c) highlights the
reasoning performance of the T2DRL algorithm across var-
ious datasets, such as MultiArith, ASDiv, SVAMP, GSM8K,
and Commonsense QA. The reasoning accuracy consistently
improves throughout the training process, reaching a peak by
the final episodes. T2DRL achieves the highest accuracy across
all tested tasks, demonstrating its capability to handle complex
reasoning tasks effectively. This improvement underscores the
algorithm’s ability to adaptively leverage context windows
and optimize long-context LLM serving. In conclusion, the
convergence analysis, as detailed in Fig. 3, underscores the
T2DRL algorithm’s ability to significantly reduce system costs
while consistently enhancing the reasoning performance of
LLM agents, making it a highly effective framework for
dynamic and resource-constrained mobile edge environments.

We now report raw task accuracy for Cloud, FIFO, LFU,
LAoT, PPO, and T2DRL under identical SC-CoT reason-
ing settings, holding LLMs, prompts, reasoning paths, and
vanishing-factor grids fixed, so that reasoning performance
across algorithms can be compared directly. Figure 4 show-
cases the superior performance of the T2DRL algorithm
compared to various baseline methods, including Cloud, FIFO,
LFU, Least Age-of-Thought (LAoT), and PPO, across diverse
system configurations. As shown in Fig. 4(a), T2DRL consis-
tently achieves the lowest total system cost as the number of
agents increases from 10 to 25. This significant cost reduction
is attributed to T2DRL’s effective management of multiple
agents, which minimizes switching costs while optimizing
edge and cloud inference costs. In contrast, baseline algorithms
such as FIFO and Cloud exhibit substantial increases in
costs as the number of agents grows, highlighting T2DRL’s
scalability and resource efficiency in high-demand scenar-
ios. Fig. 4(b) demonstrates that T2DRL effectively reduces
total costs as the number of GPUs increases from 40 to
160. This result underscores T2DRL’s ability to adapt to
additional computational resources by efficiently distributing

workloads and leveraging GPU capacity. Compared to baseline
methods, T2DRL achieves consistently lower costs across
all GPU configurations, with significant savings observed in
edge inference costs and reduced reliance on cloud inference.
When analyzing the number of reasoning paths, as depicted in
Fig. 4(c), T2DRL shows remarkable cost savings as the
number of paths increases from 5 to 20. The algorithm
optimally manages reasoning paths by reducing switching and
accuracy costs, which dominate in scenarios requiring complex
multi-path reasoning. While the baseline algorithms struggle
to maintain efficiency with an increasing number of paths,
T2DRL demonstrates resilience and maintains low total system
costs. Lastly, Fig. 4(d) evaluates the performance of T2DRL
under varying vanishing factors, which represent the dimin-
ishing relevance of contextual information over time. T2DRL
exhibits the lowest average total cost across all vanishing factor
settings, effectively mitigating the impact of context loss by
balancing edge inference and switching costs. In comparison,
baseline algorithms like Cloud and FIFO display higher costs
due to inefficient context management and over-reliance on
cloud resources. Overall, the experimental results in Fig. 4
highlight T2DRL’s robust adaptability and efficiency across
different environmental settings. By minimizing switching,
accuracy, edge inference, and cloud inference costs, T2DRL
significantly outperforms existing baselines in scenarios with
varying agent numbers, GPU availability, reasoning paths,
and vanishing factors. These findings underscore T2DRL’s
potential as a highly effective solution for dynamic and
resource-constrained mobile edge networks.

Specifically, Fig. 5 illustrates the reasoning performance of
the T2DRL algorithm tested on real-world datasets, including
MultiArith [36], ARC [37], Strategy QA [38], Commonsense
QA [39], SVAMP [40], ASDiv [41], and GSM8K [42], show-
ing that as the number of reasoning paths increases from
5 to 20 in Fig. 5(a), and the vanishing factor rises from 1
to 4 in Fig. 5(b), the accuracy consistently improves across
various datasets. As illustrated in Fig. 5(a), the reasoning
accuracy consistently improves as the number of reasoning
paths increases from 5 to 20 across all datasets. The datasets
with simpler reasoning requirements, such as GSM8K and
SVAMP, show moderate improvements, while datasets like
MultiArith and ARC, which demand more complex reasoning,
exhibit steeper accuracy gains with additional paths. This trend
highlights T2DRL’s ability to leverage multi-path reasoning
effectively, balancing computational overhead with improved
inference quality. The results indicate that T2DRL dynamically
optimizes resource allocation for reasoning paths, enabling the
LLM agents to explore diverse reasoning chains and enhance
overall performance. In Fig. 5(b), reasoning accuracy improves
with an increase in the vanishing factor, which reflects the
relevance of context over time. Datasets that rely heavily on
maintaining contextual consistency, such as Strategy QA and
Commonsense QA, see the most significant improvements. As
the vanishing factor rises from 1 to 4, T2DRL demonstrates a
remarkable ability to maintain and utilize context effectively,
preventing degradation in inference quality. This result under-
scores the algorithm’s robustness in scenarios where context
relevance decays over time, as it adapts to mitigate information
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Fig. 6. Social welfare verse market size.

loss and prioritize critical reasoning components. Across both
subfigures, T2DRL achieves high accuracy consistently, with
MultiArith and ARC emerging as the top-performing datasets,
achieving accuracy levels close to 90% in favorable conditions.
This pattern indicates that T2DRL is well-suited for handling
a wide variety of reasoning tasks, from numerical and log-
ical reasoning (MultiArith) to commonsense and contextual
reasoning (Commonsense QA, Strategy QA). These trends
are consistent with the previous theoretical view that, within
the operating regime considered by our assumptions, longer
examples and more reasoning paths reduce ambiguity and
improve accuracy.

To evaluate the long-context LLM serving market and
proposed auction mechanism, Fig. 6 demonstrates the social
welfare performance of the Iterative Double Auction (IDA)
and DDA across varying market sizes. Both mechanisms
exhibit a consistent upward trend in social welfare as market
size increases, reflecting their ability to allocate resources
more efficiently with greater market activity. However, the
DDA consistently outperforms the Iterative Double Auction
across all market sizes, showcasing its superior efficiency and
scalability. At smaller market sizes (e.g., 20 and 40), the
DDA achieves the social welfare approximately 36% higher
than IDA, indicating its ability to optimize outcomes even in
resource-constrained or limited-participant scenarios. As the
market size grows to 60, 80, and eventually 100, the gap
between the two mechanisms narrows slightly. Despite this
convergence, the DDA maintains a clear advantage, achieving
higher social welfare values across the board. For instance,
at a market size of 100, the DDA outperforms the IDA by
approximately 12%, demonstrating its continued robustness
and adaptability in larger, more complex markets. The superior
performance of the DDA can be attributed to its dynamic and
synchronized pricing mechanism, which effectively matches
supply and demand while maximizing participant utility. This
ensures optimal resource allocation and minimizes ineffi-
ciencies, particularly in scenarios with heterogeneous market
participants and varying resource demands.

VII. CONCLUSION

In this paper, we have proposed a universal long-context
LLM serving framework for supporting the perception and
complex reasoning of LLM agents in mobile edge net-

works, which leverages the T2DRL algorithm to optimize
model caching and inference offloading adaptively. Specifi-
cally, we have designed the system model to optimize the
deployment and execution of long-context LLMs in mobile
edge networks by dynamically managing model caching and
inference offloading, considering resource constraints such
as GPU memory and computational power. The theoretical
analysis introduces bounds on ambiguity and error, assessing
the system’s capability to maintain accuracy and reliability
under varied conditions, particularly in handling long-context
demands efficiently. The proposed T2DRL algorithm can
learn and adapt the optimal policy in real-time, optimizing
caching and inference offloading proactively to reduce system
costs and ensure the perception and reasoning performance
of LLM agents in dynamic edge systems. Additionally, we
have leveraged the DDA mechanism for resource alloca-
tion by dynamically matching supply and demand, ensuring
fairness and transparency while maximizing social welfare.
Experimental results have highlighted the effectiveness of the
proposed algorithm in reducing total system cost for LLM
serving in mobile edge networks. In future work, we plan to
enhance topology generalization by augmenting the observa-
tion with permutation-invariant neighborhood summaries or a
lightweight graph encoder, trained with topology randomiza-
tion, while retaining the same feasibility projection. For model
generalization, we will parameterize actions by model descrip-
tors rather than model IDs, so that unseen LLMs can be incor-
porated at inference by supplying their descriptors. We will
derive more general and quantitative convergence guarantees
for the ambiguity-reduction analysis by relaxing the uniform-
prior assumption and by extending the DDA discussion to
asynchronous/event-driven clearing. We will explicitly model
peak inference-time GPU memory, e.g., KV cache and acti-
vation buffers, as an additional capacity constraint, since this
peak footprint may deviate from the compute/energy proxy.
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